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Abstract. Sensor networks deployed for scientific data acquisition must
inspect measurements for faults and events of interest. Doing so is crucial to ensure the relevance and correctness of the collected data. In this
work we unify fault and event detection under a general anomaly detection framework. We use machine learning techniques to classify measurements that resemble a training set as normal and measurements that
significantly deviate from that set as anomalies. Furthermore, we aim at
an anomaly detection framework that can be implemented on motes,
thereby allowing them to continue collecting scientifically-relevant data
even in the absence of network connectivity. The general consensus thus
far has been that learning-based techniques are too resource intensive to
be implemented on mote-class devices. In this paper, we challenge this
belief. We implement an anomaly detection algorithm using Echo State
Networks (ESN), a family of sparse neural networks, on a mote-class
device and show that its accuracy is comparable to a PC-based implementation. Furthermore, we show that ESNs detect more faults and have
fewer false positives than rule-based fault detection mechanisms. More
importantly, while rule-based fault detection algorithms generate false
negatives and misclassify events as faults, ESNs are general, correctly
identifying a wide variety of anomalies.
Keywords: Anomaly detection, Real-time, Wireless Sensor Networks
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Introduction

Sensor networks deployed to collect scientific data (e.g., [1–3]) have shown that
field measurements are plagued with measurement faults. These faults must be
detected to prevent pollution of the experiment and waste of network resources.
At the same time, networks should autonomously adapt to sensed events, for example by increasing their sampling rate or raising alarms. Events in this context
are measurements that deviate from “normal” data patterns, yet they represent
features of the underlying phenomenon. One such example would be rain events
in the case of soil moisture.
The problem is that algorithms which classify measurements that deviate
from the recent past as faulty tend to misclassify events as faults [4]. This behavior is undesirable because, unlike faults which must be discarded, events are
the most important data that a mote collects, as they inform scientists about the

characteristics of the observed environment. Furthermore, detection algorithms
tailored to specific types of faults lead to false positives when exposed to multiple
types of faults [4].
In this work we unify fault and event detection under a more general anomaly
detection framework, in which online algorithms classify measurements that significantly deviate from a learned model of data as anomalies. By including punctuated, yet infrequent events in the training set we avoid the misclassification
problem mentioned above thus allowing the system to distinguish faults from
events of interest. More importantly, this learning-based technique can effectively
detect measurement sequences that contain multiple categories of anomalies that
do not exist in the training data.
Obviously anomaly detection can and should also be done on a gateway that
correlates data from multiple sensors. Nonetheless, we claim that online detection
on motes is also very much relevant. We motivate this need through an example
derived from one of our ongoing projects [5]. Consider a set of motes deployed
under the surface of a lake with limited physical access. These motes are connected to a floating buoy via acoustic modems which can be non-functional over
long periods of time, either because the buoy is out of communication range or
due to background noise in the lake. The motes should be able to autonomously
alter their sensing behavior depending on whether the collected measurements
are seemingly faulty or correspond to interesting events. For example, faulty
measurements should be replaced in a timely manner by new measurements
while interesting events should trigger sampling rate increases.
In summary, the contributions of this paper are as follows: (1) we develop
an anomaly detection framework based on the Echo State Network (ESN) [6].
(2) We implement this framework on a mote-class device. (3) We quantitatively
compare the ESN with two rule-based fault detection techniques. Specifically, we
show that an ESN small enough to function alongside a fully-functional environmental monitoring mote application, is still more sensitive to subtler faults and
generates fewer false positives than the two rule-based fault detection techniques.

2

Related Work

Anomaly characterization and detection has received significant attention in the
sensor network community, yielding a broad range of algorithmic approaches.
Probabilistic Principal Component Analysis [7], geometric algorithms [8], and
Support Vector Machines [9], detect anomalies by partitioning data into subsets
and subsequently identifying outliers. However, the temporal relations among
data points are lost in such partitioning. We seek a solution that not only considers each data point in isolation, but also the context in which it appears.
Rashidi et al. recast the problem above as a pattern recognition problem
and built a framework for pattern mining and detection [10], while Röemer used
conditional rules to define anomalies [11] . However, neither of these solutions
operate directly on raw measurements. Rather they rely on simple rules and
thresholds to annotate the data with descriptive labels. The accuracy of both
methods thereby depends on those labeling algorithms.

Sensor networks have extensively used rule- and threshold-based anomaly
detection schemes due to their simplicity. For example, Werner-Allen et al. used
threshold rules over Exponentially Weighted Moving Averages (EWMA) to detect seismological events [12], while analogous threshold techniques have been
used to detect Cane toads [13] and vehicles [14]. In the context of environmental
monitoring, Sharma et al. proposed two rules to detect faults commonly observed by such applications: Short faults, defined as drastic differences between
two sequential measurements, and Noise faults, defined as periods during which
measurements exhibit larger than normal variations [15]. To detect the former,
the Short rule compares two adjacent data points and classifies the more recent
as faulty when the difference is above a certain threshold. To detect the latter,
the Noise rule considers a sliding window of measurements and flags all measurements in the window as faulty if the standard deviation is above a certain
threshold. While these detection schemes are very resource efficient, their effectiveness is limited. For example, Werner-Allen et al. estimated the accuracy of
their detection technique to be as low as 5%-29% [12]. Moreover, these schemes
also suffer from inherent misclassification problems [4]. We thus seek a solution
based on machine learning.
The use of machine learning as an anomaly detection tool has been proposed
in the context of WSNs. For example, Echo State (neural) Networks [16] and
Bayesian Networks [17] have been proposed for offline gas monitoring, while
Kalman filters have been used for offline sow monitoring [18]. Bokareva and
Bulusu used a Competitive Learning Neural Network (CLNN) for online classification [19]. However, the neural network was implemented on a Stargate gateway
rather than a mote-class device. We bridge the gap between online detection and
machine learning by implementing a learning-based technique on a mote.

3

Machine Learning

We propose a classification mechanism that accepts measurements matching a
model as valid and rejects everything else as anomalies, where we define anomalies as the measurements that significantly deviate from learned data. We rely
on machine learning techniques to define our classification model and focus on
supervised learning because our scientific partners are able to provide training
sets that correspond to the data they expect. Such data sets include previously
collected measurements and synthetic data generated by analytical models.
What learning technique should we choose to achieve both accurate anomaly
detection and efficient implementation on a mote-class device? We rule out
Kalman filters, because they base each prediction on a sliding window of observed values instead of a compact model of learned data. Likewise, a Bayesian
network’s graph reduction operation (which is NP-complete) and the modeling of probability functions (typically Gaussians), discourage its use on resource
constrained devices. Consequently, we decided to use ESN to meet our requirements in terms of classification efficiency (i.e., minimize false classifications) and
resource use (i.e., minimize CPU, RAM, ROM, and energy usage).

3.1

Neural Networks

A neural network can be informally considered as an approximation function.
Specifically, when presented with a subset of the original function’s value pairs
during the training stage, the neural network generalizes over these data and approximates the outcome of the original function in the prediction stage. Formally,
a neural network is a weighted directed graph whose each vertex is represented
as a neuron. We consider discrete-time networks consisting of K input neurons,
N hidden neurons, and L output neurons. The input neurons act as sources
P and
the output neurons as sinks. The value of neuron j is given by: vj = A( wij vi ),
where vi is the output of neuron i, wij is the weight of the edge connecting neuron i to j, and A() is the activation function. This function is typically tanh() or
a similar function. The training stage consists of adjusting the network’s weights
to approximate its output signal to the training signal.
Echo State Networks. In an ESN, all neurons are interconnected (but can
have zero-weighted edges) meaning cycles involving one or more neurons are
allowed. This gives each neuron the capability to remember, adding memory to
the network as a whole. All the neurons’ connections, directions, and weights
are generated randomly and do not change, except for the output weights which
are changed during training. The neurons thus act as a black box referred to
as the Dynamic Reservoir (DR). This property reduces the learning algorithm
to a simple linear regression. According to the Echo State property [6], the DR
contains a set of basis states and by adjusting the output weights it is possible
to capture the ’echoes’ of real states as linear combinations of these basis states.
Although the DR is randomly generated, Jaeger proved that it is possible to
ensure that the DR indeed has the Echo State property by enforcing certain
conditions [6] . One such condition is that the DR must be sparsely connected,
whereas 10% of all possible connections are actually active.
Anomaly Detection. We use ESNs to determine whether sensor readings
are anomalous by comparing the ESN predictions to the actual measurements.
In order to quantify the prediction error we look at the absolute differences
between the measurements (M ) and the predictions (P ), i.e., δ = |M −P |. This
difference should ideally be close to zero for normal data, while anomalous data
should result in large differences (peaks). In other words, the ESN transforms the
original time series into one whose values are ∼ 0 most of the time, corresponding
to the expected data. Anomaly detection thus reduces to recognizing the peaks
in the transformed signal. We can then use pattern matching algorithms based
on simple thresholds that have been proven to be both efficient and effective for
such simple signals.
3.2

Discussion

The decoupling of the DR from the output weights enables several optimizations that fit WSNs particularly well. For example, the same DR can be used
for multiple tasks by storing task-specific output weights and post-deployment
updating can be done without transmitting the entire DR. Also, the requirement that the DR is sparsely connected, combined with the use of sparse matrix

NRMSD
−3

x 10

δ lab/tanh (%) δ mote/tanh (%) δ lab/tl (%) δ mote/tl (%)
0.15448
0.15470
0.5855014 0.5855008

(a) tanh

(b) tanhlike
0.02
mote/tl

0

δ

0

δ

mote/tanh

5

−5

−0.02
−5

δ

0

lab/tanh

5

−0.02
−3

x 10

δ

0

0.02

lab/tl

Fig. 1. (a) Q-Q plot of δ lab/tanh and δ mote/tanh . (b) Q-Q plot of δ lab/tl and δ mote/tl .

algebra, allows the implementation of ESNs that are larger than regular Feed
Forward networks.
A limitation that ESNs share with all learning algorithms is their dependence
on training data. In particular, if these data do not represent what domain
scientists deem as “normal”, the predictions will be useless. Therefore, the choice
of training sets, and more interestingly the choice of classification technique
based on the available training sets is a very interesting open problem, which
is beyond the scope of this paper. We just note that a key issue in successfully
deploying an ESN lies in the choice and availability of training data. For example,
adjusting the sampling rate in an adaptive sampling environment can change
the properties of the measurement time series and thus possibly invalidate the
training set. This issue can however be remedied, by storing different output
weights for each sampling rate, or by disregarding higher sampling rates when
applying the ESN detection. On the positive side, ESNs have the ability to
generalize over the training data. In other words, ESNs base their predictions
on the trends of the presented data rather than exact values. This feature allows
motes deployed in similar regions to share the same training data instead of
requiring mote-specific training sets.

4
4.1

ESN on a Mote
Implementation

While we create and train the ESNs offline, a complete ESN (including the
network’s activation function, output weights, and the DR) is included in the
application that runs on the mote. We use TinyOS 2.x to ensure portability
to a broad range of mote class devices. Our implementation, publicly available
for download at [20], focuses on feasibility and efficiency: the ESN must be
able to fit in memory and the algorithm must be fast enough to maintain the
desired sampling rate. We present the following three optimizations to improve
performance along these two axes.
Sparse Matrix Algebra. The size of the DR’s weight matrix grows quadratically with the number of neurons in the reservoir n. However, only 10% of these
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Fig. 2. (a) ROM footprints for the tanh() and tanhlike functions. (b) Total ROM
footprint for an ESN using the custom tanhlike activation function.

elements are non-zero because the DR must possess the Echo State property.
We leverage this feature by storing the matrix using Compressed Row Storage [21], which only stores the non-zero elements and the layout of the matrix.
This reduces the necessary storage from O(n2 ) to O(2nz + n + 1), where nz is
the number of non-zero elements. This technique also reduces the number of
operations needed to perform matrix multiplications by a similar factor since
only non-zero elements are considered.
Single Floating Point Precision. Most mote-class devices rely on software
emulated floating point operations due to lack of dedicated hardware. This contributes to both the storage and runtime overheads. At the cost of reduced
floating point precision we select to store and compute all values using single
instead of double floating point precision. Doing so halves the size of all the
weight matrices and reduces the number of emulated floating point operations
needed. As we later show, the resulting loss of precision is tolerable.
Tanhlike Activation Function. Because the activation function has to be
applied to all the neurons in every iteration, it is important to choose an efficient function. At the same time, choosing a suboptimal activation function can
significantly degrade the ESN’s output quality. The algorithm for the often used
hyperbolic tangent, tanh(), has high complexity requiring both large amounts
of storage and a significant processing time. Because of these shortcomings, [22]
proposed the approximate function:

 n

2 |x| − ⌊2n |x|⌋
1
−1
T L(x) = sign(x) 1 + ⌊2n |x|⌋
2
2
where n ∈ ZZ determines the steepness of the function. This tanhlike function
has properties similar to tanh() (when n = 1) but with far lower complexity.
However, it is also a non-differentiable, piecewise-linear function because of the
rounding operations (⌊·⌋). Therefore, we expect the quality of the ESN’s output
to be lower than when using tanh(), because small changes in input will result
in large changes in output if these changes happen across a linear junction.
4.2

Evaluation

We verify that our ESN implementation indeed performs well on a mote-class
device by comparing its output to a reference ESN running on a PC. We consider
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ESNs which consist of two input signals (with one of the input signals held at
a constant bias value in order to improve performance [23]), a 10-400 neuron
reservoir, and one output signal (i.e., K = 2, N = 10 − 400, and L = 1). All
mote experiments are carried out on a TelosB mote [24], running TinyOS 2.x
with the clock frequency set to the default speed of 4 MHz [25]. Data sets are
stored in ROM with measurements read with a fixed frequency to simulate sensor
sampling. We use Matlab R2007a with the Matlab toolbox for ESNs [26] as our
reference implementation. We use the Mackey-Glass (MG) time series with a
delay τ = 17 [27] to evaluate our ESN implementation. This system is commonly
used to benchmark time series prediction methods because of its chaotic nature.
Sanity Check. We created a MG time series with 4,000 samples and used
the first 2,000 samples to train a 50 neuron ESN, the next 1,000 samples for
initialization, while the last 1,000 samples were used as the prediction vector
M G. Both the tanh() and tanhlike activation functions were used resulting
in four different predictions: P lab/tanh , P mote/tanh , P lab/tl , and P mote/tl . We
compute the four prediction errors and normalized root-mean-squared deviations
(NRMSD).
Figure 1 presents the Q-Q plots of the prediction errors grouped by activation function. Since the NRMSDs from the same activation function are almost
identical and the points in the Q-Q plots lie on a straight line with slope one, we
conclude that the TelosB ESN implementation has the same accuracy as the one
in Matlab. Also, with an NRMSD less than 1% we see that the 50-neuron ESN is
indeed capable of tracking the MG time series. However, the choice of activation
function has a significant impact on the accuracy of the predictions, with tanh()
being four times more accurate than the tanhlike function. This supports our
claim that the piecewise-linearity of the tanhlike function degrades performance.
In order to compare the double precision floating point in Matlab with that
of the single precision floating point on the TelosB, we look at the differences between predictions from the former with the latter when using the same activation
function, i.e., δ tanh = P lab/tanh − P mote/tanh and δ tl = P lab/tl − P mote/tl . We
compute the NRMSDs for both error distributions: NRMSD(δ tanh ) = 6.6·10−3 %
and NRMSD(δ tl ) = 1.3 · 10−4 %. Because NRMSD(δ tanh ) < NRMSD(δ lab/tanh )
and NRMSD(δ tl ) < NRMSD(δ lab/tl ) the errors caused by using single precision
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floating point are smaller than the errors caused by the ESN predictions. Thus,
using single precision floating point on the TelosB is sufficient.
Performance. In order to explore the implementation’s characteristics, such as
ROM footprint, runtime speed, and accuracy, we vary the number of neurons in
the DR. The ROM usage can be divided into two components: (1) Framework,
the ESN algorithm used for prediction. (2) Weight Matrices, the DR and output weights. Whereas (1) is constant, (2) depends on the number of neurons in
the reservoir. Figure 2a presents the ROM size difference for the two activation
functions and Figure 2b shows the ROM footprint of the aforementioned components (using tanhlike). We observe that the memory contribution from the
reservoir grows linearly, confirming the storage requirement of the Compressed
Row Storage (O(2nz + n + 1)). Also, the ROM footprint is 1,806 bytes for tanh()
and 368 bytes for tanhlike, making the former five times larger than the latter.
Next we measure the runtime cost of the ESN implementation. For each
iteration, the ESN prediction algorithm performs the following set of operations:
(1) Matrix, matrix-vector multiplication. (2) Activation Function, application
of the activation function. (3) Output, vector-vector multiplication. Figure 3
summarizes the execution time of one prediction step and the contributions
from each of the three operations. Surprisingly, the tanh() activation function is
the most expensive operation and not the matrix-vector multiplication. It takes
28% longer to run than the matrix-vector multiplication and 453% longer than
the tanhlike activation function.
Finally, we look at the prediction error as a function of reservoir size and activation function. We compare against the MG time series and find the NRMSD(δ)
for the six reservoirs and two activation functions used above. Figure 4 presents
the results of this comparison. As expected, the prediction error decreases as the
reservoir size increases and the tanh() activation function leads to more accurate
predictions in general. Upon closer inspection, there appear to be three distinct
regions relative to the reservoir size: small (10 neurons), medium (50-300 neurons), and large (300-400 neurons). In the small region, the prediction error is
dominated by the small size of the reservoir and the choice of activation function
becomes less important. In the medium region there is a diminishing, yet clear
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Fig. 6. Two types of injected anomalies: (a) Short faults and (b) Noise faults.

reduction of the prediction error as the reservoir size increases. Finally, in the
large region the prediction error does not decrease by adding neurons to the
reservoir. Interestingly, the largest contribution to the prediction error comes
from the activation function, with no overlap of prediction errors for the 50-400
neuron reservoirs. In fact, even the 50 neuron tanh() reservoir outperforms the
400 neuron tanhlike reservoir.

5
5.1

Evaluation
Experimental Design

The results from the previous section suggest that an ESN can be accurate, small,
and fast enough to be incorporated to an existing data collection application
that has been actively deployed for the past three years [1]. Motes in these
sensor networks collect soil temperature and soil moisture readings every 20
minutes and store them to their onboard flash memory. All measurements are
periodically offloaded over the network and persistently stored in a database.
This environmental sensing application uses 40,824 bytes of ROM and 3,928
bytes of RAM, leaving 8,328 bytes of available ROM and 6,312 bytes of free
RAM on the TelosB. From the previous section we know that a 50-neuron ESN
using the tanhlike activation function has a ROM footprint of 6,788 bytes and a
prediction time of 572 ms for each measurement. Thereby such an ESN complies
with both the storage and computation constraints of the application and will
be used for the remainder of this section.
Anomaly Types. We focus on two types of random anomalies: Short and Noise.
These were defined in [15] and presented in Section 2. Samples of these faults can
be seen in Figure 6. For brevity we only present these two random anomalies;
for the detection of a systematic anomaly and further results we refer to our
technical report [28]. For Short anomalies, we use two parameters to control
their injection: the sample error rate and the amplification factor, β. For each
anomalous measurement, m̃i , we multiply the standard deviation of the original
signal, σ, with β to obtain: m̃i = mi + βσ, where mi is the true measurement.
For Noise anomalies, we use three parameters: the sample error rate, the
period length, w, and the amplification factor, β. For each noisy period, we
calculate the standard deviation of the underlying signal and multiply it with
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β to create a random normal distribution with zero mean and βσ standard
deviation (i.e., N (0, βσ)). We then add samples from this distribution to each
of the true measurements within that period.
Detection Algorithms. We use the two rule-based anomaly detection algorithms defined by [15] and summarized in Section 2 to detect the two anomalies
mentioned above. We use these algorithms as reference as they are directly related to the anomalies we inject and their complexity is comparable to that
of currently deployed fault detection algorithms. Our strategy for setting the
thresholds is to minimize the number of false positives when the detection algorithms are applied to data sets with no anomalies.
Data Sets. For each of the soil moisture and soil temperature modalities that we
use, we obtain a training and a test data set from the experiment’s database [1].
Each of the four data sets consists of 1,000 data points. Figure 7 illustrates two
such data sets. The data has been automatically sanitized by the database as
a standard procedure for removing anomalies, following the methods proposed
by [15]. By using this preprocessed data (instead of raw data) our results will
not be biased by any anomalies already present in the data stream. Instead, we
can assume that the only anomalies in the data are the ones we explicitly inject,
thereby establishing the ground truth for evaluation purposes.
5.2

Results

Figure 5 illustrates the operation of the ESN anomaly detection algorithm by
presenting the relation between the injected anomalies (Short β = 1; Noise β = 1
and w = 20), the temperature measurements – including the artificially added
anomalies, the prediction error δ, and the detected anomalies. Notice that the
prediction error is indeed an almost constant signal overlaid with large peaks coinciding with the injected faults. When not injected with anomalies we find that
NRMSD(δ T emp ) = 2.4% and NRMSD(δ Moist ) = 4.4% for the temperature and
moisture data set respectively. This accuracy is of the same order of magnitude
as the one [16] found when tracking gas measurements, meaning that our online
implementation is indeed comparable to the offline counterpart.
We use a 5% sample error rate (i.e., 5% of the measurements are polluted
with errors) for each fault type and a period w = 10 for Noise faults. The
amplifications used for the evaluation are: 1 ≤ β ≤ 5. Figure 8 compares the
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Fig. 8. Short rule, Noise rule, and ESN detection applied to the moisture data set.

three algorithms, in the case of moisture data, when applied to the Short faults,
Noise faults, and a combination of both faults (5% Short and 5% Noise faults).
We only apply each rule to its own domain fault since this is the optimal scenario.
The challenge of this data set is the similarity between the onset of rain events
and Short faults. In order to avoid false positives the thresholds must be set high
enough to avoid triggering the Short rule during the rain events.
In the left column, Figure 8(a,d), we compare the Short rule with the ESN
detection when applied to Short faults. Not surprisingly the Short rule performs
well on this type of faults when β ≥ 3. However, for lower β values the Short
rule cannot distinguish between rain events and faults, and detects none of the
latter. The ESN is effective for β ≥ 2 but at the cost of more false positives
at higher βs. In the middle column, Figure 8(b,e), we compare the Noise rule
with the ESN detection when applied to Noise faults. Interestingly, the Noise
rule does not perform well on its corresponding faults. At β ≥ 3 we see the
same trend as before with no false negatives, however, we also see a significant
number of false positives. This behavior is caused by the aggressiveness of the
Noise rule, marking the entire window as faulty rather than individual points.
For low β values we still see the ambiguity between events and faults, leading to
no positive detections. The ESN detector, however, has no false positives, and
a significantly lower number of false negatives for β ≤ 2. Finally, for higher β
values the number of false negatives is also significantly smaller than the number
of false positives of the rule-based algorithm.
Judging by these results, we conclude that the ESN can match up with the
rule based detectors. There is although a trade-off between false positives and
false negatives, since decreasing one often leads to the increase of the other.
However, in a real deployment it is not possible to choose what algorithm to use
on which faults and we must assume that all faults can appear at anytime. In
the right column, Figure 8(c,f), we thus compare a hybrid detector using both
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Fig. 9. Short rule, Noise rule, and ESN detection applied to the temperature data set.

the Short rule and the Noise rule at the same time on a data set injected with
both types of faults. We see that the hybrid detector has the same behavior as
the Noise rule, with either high number of false negatives or false positives. On
the other hand, the ESN detector is performing significantly better across all
β values, illustrating the strength of the learning algorithm’s ability to detect
what is not normal.
Next, we perform the same analysis on the temperature data set, using the
same parameters to inject errors. The challenge of this data set, from the perspective of a detection algorithm, is the high temperature variance, caused by
the diurnal pattern, that resembles noise faults. As before, the Short rule and
faults are in the left column, Figure 9(a,d), Noise rule and faults in the middle column, Figure 9(b,e), and the hybrid detector on both types of faults in
the right column, Figure 9(c,f). One can see that the overall accuracy improves
significantly, with more faults being detected. Also note that the Noise rule generates a large number of false positives, supporting the claim that the diurnal
temperature patterns in the data set can be misclassified as Noise faults. Again,
when used on both faults simultaneously we see that the false positives is the
biggest drawback with the hybrid detector. The ESN detector, however, does
not misclassify to the same extent, again clearly showing the ESN’s ability to
distinguish between normal and anomalous data.
5.3

Discussion

We have shown that, for the modalities we tested, the ESN is capable of detecting
low-amplitude anomalies better than specific rule-based anomaly detectors. At
the same time, it is equally effective over multiple anomaly types, as it has
the ability to detect a wide range of features deviating from the training set.
There are, however, several factors that limit the applicability of ESNs. We

identify three key issues: (1) As we saw in Section 4.2 the prediction time for
each iteration is in the order of seconds. For environmental monitoring, where
changes happen on the scale of minutes, this prediction speed is acceptable.
However, this technique might not be feasible for high data rate applications. (2)
For deployments in which no historical data are available, the training data will
have to be constructed (e.g., from models, experience, etc.) or learned during the
deployment. Neither options are desirable, because an artificial training set will
lack the details encountered in the field. (3) Because the ESN is an approximation
function, its quality is highly dependent on the size of the dynamic reservoir
(DR). In the case of soil moisture and temperature a DR of 50 neurons suffices
for anomaly detection. However, given a different set of constraints the DR might
not be large enough to encode the dynamics of the underlying modality.
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Conclusion

This paper unifies fault and event detection in sensor networks under the general
framework of anomaly detection. We show that online anomaly detection is feasible on mote-class devices by implementing an Echo State Network (ESN) on a
TelosB mote. This network performs as well as a PC-based ESN of the same size,
proving that it is feasible to implement sophisticated pattern recognition algorithms on motes. Indeed, the ESN is small and fast enough to function alongside
an environmental monitoring application, detecting measurement anomalies in
real-time. Depending on the amplitude of the injected anomalies, the ESN provides equivalent or higher detection accuracy compared to rule-based detectors
customized to specific faults. However, the most significant feature of the ESN
detector is its generality since it is capable of detecting all features not present
in the training set.
In our future work we will explore the feasibility of implementing other machine learning techniques, such as Bayesian Networks, on mote-class devices
and compare their performance to ESNs. With different methods available, the
challenge becomes how to choose the best supervised learning method for motebased online classification when given a particular training set from the domain
scientists.
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